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Abstract

Bank transactions have been increasingly used by researchers to generate timely insights

about consumer spending. The e61 Institute currently maintains the Spendtracker , a

weekly tracker of consumer spending in Australia using bank transaction data supplied by

credit bureau illion. This technical document describes the methodological construction

of the Spendtracker and validates its performance as an indicator of consumer spending

against other publicly available datasets in Australia. After appropriate data cleaning and

transformation we find that our estimates from Spendtracker co-move closely with other

published data sources on consumer spending from official statistics in close to real-time.
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1 Introduction

The need for high frequency indicators of economic activity has increasingly been recognised

by policymakers. Traditional measures, such as surveys, often suffer from time lags much

longer than the timeframes for policy decision making. This is particularly true of consumer

spending in times of economic crises, such as the COVID-19 pandemic. To overcome this, re-

searchers have attempted to estimate timely indicators of economic statistics using alternative

data sources. This includes payroll services (Dvorkin and Isaacson 2021), internet search data

(Woloszko 2020), text analysis of news sentiment (Nguyen and Cava 2020) and bank transac-

tion data (Abraham et al. 2022).

In the Australian context, final consumption expenditure from households constitutes approx-

imately 52% of GDP (ABS 2021). Thus, it is critical for policymakers to understand how

household consumption responds to income shocks from economic crises. Traditional measures

of consumer spending in Australia such as the retail trade survey and the national accounts

are typically published with significant time lags, making it challenging to identify changes in

household spending behaviour in real-time. For example, the first release of the ABS Retail

Trade survey is published approximately four weeks after the end of the corresponding month.

The necessity for more timely measures of household consumption has been highlighted during

the COVID-19 pandemic, where the fast-changing nature of the economic shock required policy

decision making on much shorter time frames. Internationally, this had led to the development

of several ‘real time’ indicators from proprietary data sources such as bank transaction records.

The e61 Institute currently maintains a high frequency, real-time indicator of Australian con-

sumer spending, the Spendtracker, using bank transaction data provided by credit bureau illion.

Currently published once a month at the national level, it provides timely insights on weekly

consumer spending across several detailed categories. This paper documents the construction

of the Spendtracker, describing in detail how we transform individual bank transactions into

aggregate consumer spending series. This includes data cleaning, removing sources of bias, ag-

gregating transactions into spending types, and procedures for inference on a non-probability

sample. Finally, we compare the performance of Spendtracker estimates against other publicly

available indicators of consumer spending in Australia such as the ABS Retail Trade, ABS

Household Spending Indicator and RBA Payment Statistics. We conclude that the Spend-
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tracker performs well as a measure of Australian consumer spending, closely mirroring the

official series from the above-mentioned data sources. This suggests that through appropriate

data cleaning and inference procedures, inference on a non-probability sample can provide use-

ful insights, even from a data source that one might consider unrepresentative of the population.

Although we are not the first to publish a spending indicator using bank transactions data

(for example, the ABS Monthly Household Spending Indicator), by providing details on our

data source and methodology behind its construction, this paper aims to build confidence in the

Spendtracker as an indicator of Australian consumer spending. Moreover, we aim to provide

discussion to the illion data and its unique data generating process (a bank transaction dataset

generated from individuals applying for credit products), and in doing so discuss techniques to

minimise the impact of selection bias arising within the dataset.

This paper is organised as follows. Section 2 provides an overview of the academic literature

on real-time, reviewing other attempts to construct real-time indicators of consumer spending

using proprietary data sources. Sections 3 and 4 give an overview of the illion data and describe

the methodology used to construct the Spendtracker. Lastly, we compare our results to other

publicly available data on consumer spending in Section 5.

2 Literature Review

Bank transaction datasets have been increasingly utilised by researchers as a timely and de-

tailed source of information on consumer spending and household balance sheets. The onset

of the COVID-19 pandemic has increased the growth of this literature significantly, see Baker

and Kueng (2021) for an overview. Internationally, researchers have attempted to exploit the

granularity and timeliness of these datasets to measure consumer spending in the economy and

compare their results to traditional data sources (such as surveys). J. C. Chen et al. (2019)

tests whether the utilisation of machine learning methods in combination with alternative data

sources can leads to more timely publications of national accounts data, comparing the perfor-

mance of each method. They find that transaction data could be useful for producing timely

indicators of consumer spending with a high degree of confidence in the estimates. Similarly,

Aladangady et al. (2019) outlines an attempt by the US Federal Reserve to produce a more
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timely indicator of consumer spending than the Census Bureau’s monthly retail trade survey

using data from a merchant point of sale technology company. After cleaning the data to correct

for firm entries and exits, they find that the data correlates well with estimates from the retail

trade survey and demonstrate its real time applications by showing the effect of Hurricanes

Harvey and Irma on consumer spending. The findings of this working paper contribute to this

growing literature, providing additional evidence of the utility of bank transaction data, even

from sources that one may consider unrepresentative of the population at large (such as credit

checking bureaus).

More recently, since the onset of the COVID-19 pandemic several papers have pursued now-

casting consumer spending using bank transaction data. Chetty et al. (2020) utilises a variety of

proprietary data sources to build a real time, publicly available indicator exploring the pathway

to economic recovery in the United States, across dimensions of consumer spending, employ-

ment and business turnover at a fine level of geographic granularity. In doing so, they conclude

that the decline in consumer spending was driven by self-isolation by households due to health

concerns of contracting COVID-19 rather than declines in income due to employment losses.

Similarly, Bachas et al. (2020) utilise information from Chase bank accounts to analyse the

initial impacts of the pandemic on consumer spending in the U.S, and reach the same conclu-

sions as Chetty et al. (2020). However, both papers suffer from issues relating to only partial

identification of household balance sheets, Chetty et al. (2020) being unable to directly observe

user’s incomes and Bachas et al. (2020) missing transactions of households with accounts at

multiple financial institutions. H. Chen, Qian, and Wen (2021) utilise daily card transaction

data to track consumer spending on goods and services in China through the initial outbreak of

COVID-19 in early 2020 across geography. Using a difference-in-difference design they conclude

that consumption was very responsive to outbreak severity and suggest containment measures

led to a faster economic recovery.

This paper also contributes to the nascent literature on using alternative data sources to predict

economic statistics in Australia. Bishop, Boulter, and Rosewall (2022) outlines various attempts

by the RBA to track consumer spending in real time during the COVID-19 pandemic using

alternative data sources such as bank transaction data, mobility data and restaurant bookings.

Their attempts at forecasting quarterly consumption growth using these data sources has gen-
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erally yielded results that closely mirror official statistics. Most recently, the Australian Bureau

of Statistics has constructed a new indicator of household consumption using aggregated data

provided by Australian financial institutions (ABS 2022). We compare the performance of the

Spendtracker against the ABS Household Spending Indicator in Section 5.3.

3 Overview of the illion data

Before we describe the construction of our consumption indicator, we provide a brief overview

of the bank transaction dataset provided by illion and it’s data generating process. I will then

outline the various stages of data cleaning that is applied before we conduct inference. The

illion data is a dataset of bank transactions, made available by credit bureau illion, contain-

ing billions of transactions from millions of individual’s bank statements. Data is generated

in the workflow of an application for credit, this process is outlined in Figure 1. Whenever

an individual applies for a credit product with illion’s clients (of which there are over 6000),

their financial information is collected (with consent). Henceforth, we refer to this process as a

‘credit event’. The notion of a credit product can mean several distinct kinds of services such

as personal loans, equipment rentals, buy now pay later (BNPL) services and personal finance

management services.

Figure 1: Overview of data generating process

The financial information illion collects is backwards looking in nature: on average an ob-

servation window of around 90 days of transactions is collected from an individual’s bank

statements. However, the amount of information collected varies by each client. As the exact

observation window is not directly observable, we proxy it by the date the data was retrieved

and the earliest transaction we observe from each user. The distribution of these observation
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windows across the entire dataset is plotted in Figure 2. Most clients collect around 90 days

of data, however, there are mass points around 150 and 180 days in which some clients collect

more information. A unique consequence of this feature of the DGP is that the sample size

takes time to accumulate. Figure 3 shows the number of individuals (a ’SESSION ID’ is an

identifier for a user in each credit event) whose financial information we can observe in each

month. Each of the lines correspond to a vintage: what the sample size in a given month looked

like a certain number of weeks after the end of that month. From these vintages we see that

the sample size builds over time, before declining sharply in the months closer to the present

where the sample size is still accumulating.

Figure 2: Blue: Distribution of observation windows for each credit event. Orange:
Observation windows after de-duplicating the data feed. Matching users with multiple

credit events across time increases observation windows significantly.

illion undertakes several stages of data cleaning to increase the utility of the data. Firstly, each

transaction is categorised, using a combination of regular expression and machine learning on

the transaction description to assign a merchant name (for debits) or category (e.g. wages or

transfers). They then ‘de-duplicate’ the data feed. Whenever an individual has multiple credit

events with overlapping observation windows, illion can identify that those credit events corre-

spond to the same individual across time (a MASTER ID). illion then removes one half of the
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duplicate transaction history for these matched individuals from the data feed. Not only does

this avoid us ‘double counting’ transactions in our analysis, but as a result this significantly

extends the observation windows from each user. This is seen by Figure 2, the distribution of

observation windows from the de-duplicated data stochastically dominates the distribution from

the original data at the first order, containing a significantly fatter upper tail. Additionally, a

select number of demographic characteristics are constructed using machine learning methods

for all users in the sample. Details on the construction of the demographic variables used in

Spendtracker are outlined in Table 1. For example, an individual’s gender is constructed using

the name provided on the bank statement. This available demographic information provides a

clear point of distinction from other alternative bank transaction datasets, providing the ability

to generate insights on consumption on different subgroups of the Australian population.

Figure 3: The sample size from the full dataset. The sample size is large far in the back
history but declines sharply in months close to the present, as it takes time to

accumulate.
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Variable Description
Gender Modelled from user’s name on bank statement.

State
If user’s address was made available in credit application,
built from ASGS mesh block. Otherwise, modelled from locations
identified in transaction descriptions.

Income Sum of transactions categorised as wages, transfer payments etc.
Centrelink
status

From transactions categorised as Centrelink payments.

Table 1: Description of how demographic variables used in our analysis are constructed.

3.1 Spending Taxonomy

Although the illion dataset is a transaction level dataset, to analyse consumption for specific

subcategories we must aggregate transactions in some way. For each transaction, based on its

text description, illion’s categorisation process attempts to assign a merchant name or low level

spending category (a ’third party’). Using a custom-built mapping of third parties to spending

categories, provided to us by Accenture (henceforth referred to as the Spending Taxonomy), we

aggregate individual transactions into spending categories. Inspired by the Household Expen-

diture Survey’s Household Expenditure Classification (see Appendix 3 of ABS (2000)), third

parties are manually assigned to four digit categories by an analyst, based off a decision about

the main revenue sources of the merchant. The four digit category is the most granular level

of the taxonomy which then build upwards to three and two digit categories. For a high level

overview of the structure of the Spending Taxonomy see Table 3. Furthermore, see Table 2 for

some examples of how merchants are assigned to spending categories.

We approach aggregating transactions in this way as other existing classification systems are not

built for purpose. The main issue we face is that each transaction corresponds to total spending

at a merchant at a point in time; we cannot decompose that total spending into amount spent

on each product. For example, spending at a service station cannot be decomposed into fuel

and non-fuel spending. Given this, we could use the ANZSIC (2006) classification, used by the

ABS Retail Trade survey by matching businesses to the ANZSIC industry they mainly operate

in. However, this is inappropriate for our purposes as the ANZSIC classification delineates

classes by product markets and we are primarily interested in consumer spending on goods and

services. As the HEC is specifically designed for analysis of household consumption, we base

our spending taxonomy off it with appropriate adjustments given the nature of our data-set.
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Merchant
Four digit
category

Three digit
category

Two digit
category

McDonalds
Fast food
and takeaway

Meals out
and fast foods

Food and
beverages

Uber
Taxi and
rideshare

Public transport
and rideshare

Transport

Table 2: Examples of how merchants are mapped within the Spending Taxonomy

3.2 Filtering and controlling for client driven bias

In addition to the data cleaning undertaken by illion, we conduct further data cleaning to re-

move irrelevant data and address some potential sources of bias. Given our focus on Australian

consumer spending, and illion operates within both Australia and New Zealand, we remove any

individual who cannot be identified as an Australian resident. Whenever an address was pro-

vided in the credit application, Australian residents are identified by their mesh block. Where

an address is not recorded (59.4% of users), we use illion’s modelled estimate of an individual’s

state which is constructed from geographic information available in the descriptions of select

transactions (e.g. supermarket spending). We also remove all sole traders and small business

owners, identified by individuals who pay out wages or are applying for a commercial loan.

These filters reduce our sample by approximately 16%.

Furthermore, as in Chetty et al. (2020), filtering is applied at the transaction level to re-

move outliers, such as large valued mis-categorised transactions. We remove all transactions

for any user whose total spend at the four digit category level (see Section 3.1 for a discussion

of the Spending Taxonomy) is higher than 99.5th percentile of the corresponding three digit

category.

Recall that a key feature of the data generating process behind the illion data is that individuals

volunteer their financial information in the process of an application for a credit product. As a

result of this self-selection into the dataset, there may be several potential sources of selection

bias:

1. Individuals who seek credit products may have different consumption behaviour to the

general population.

2. Individuals who seek credit may change their financial behaviour in anticipation of the
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credit event. This can be because of the underlying reason for the credit application (a

person experiencing a liquidity shortfall and requiring a loan to finance consumption) or

anticipation of the assessment of creditworthiness (e.g. an applicant for a mortgage).

3. These effects are likely to differ by the type of credit product the individual is applying

for (for example, a payday loan vs buy now pay later vs mortgage lending).

For these reasons, we restrict the sample to a subset of clients where the occurrence of the

credit event is orthogonal to the spending of individuals who enter the sample through that

client. That is, we use the credit events to reveal individual’s financial information but their

financial behaviour does not appear to have been affected. Although the exact reason behind

the application for credit is unobservable, we can reasonably infer the most likely cause based

on the type of financing the client engages in. For example, a user who applies for a payday

lender likely does so due to an immediate shortfall of liquidity, which is likely preceded by a

decline in consumption in the weeks prior to the credit application. Failing to account for this

unrepresentative financial behaviour will likely bias any inference on population-level consumer

spending.

To assess whether individual’s in some clients have differing financial behaviour we construct

average total spending in the 12 weeks before the credit application, grouped by the client

through which they entered the sample. We then plot the time series of average spending by

client, demonstrated by Figure 4, to identify clients where individual’s consumption behaviour

changes in the lead up to the credit event (on average). From Figure 4 we observe that indi-

viduals that apply for BNPL services do not exhibit significant changes in their consumption

behaviour, whereas individuals that apply for short term loans see a strong declining trend in

their consumption in the weeks before the credit event.

Based on this analysis we restrict the sample to the subset of data from seven clients - two

BNPL services, three personal loan services, one personal finance manager and one short term

credit agency. The logic behind this inclusion criteria is that although individuals may face

idiosyncratic income and consumption shocks, average consumer spending should not change

significantly over the relatively short observation window of 12 weeks. Failing to exclude clients

with abnormal trends in average spending, such as the short term lenders in Figure 4 would

downward bias our estimates of consumer spending, particularly when constructed in real-time.
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Figure 4: Some clients exhibit unrepresentative spending behaviour in the weeks leading
up to the credit event.

Although restricting the sample to a small subset of clients significantly reduces our sample

size, as seen by Figure 5, it remains large enough for robust inference.

Figure 5: Left: Data cleaning removes a large proportion of the initial sample, however it
is mostly driven by the restriction on certain clients. Right: The sample size in the

cleaned sample remains sufficiently large for analysis.
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4 Methodology

Thus far, our methodological approach has focused on removing possible sources of bias from the

data. We now discuss our approach to inference. For a given spending category Y, the objective

of estimation is average spending on category Y per capita (that is, inclusive of non-spenders).

As data sources like the ABS Retail Trade and RBA Payment Statistics report estimates of

total spending, through either observation of the entire population or probabilistic sampling of

it, the illion data being a non-probabilistic sub-sample of the population makes it a non-trivial

exercise to estimate total quantities. Consequently, indexing average spending per capita should

allow for accurate comparisons, assuming the size of the population is relatively unchanged

through time. While the Australian population size was relatively stable through the COVID-

19 pandemic due to the closure of the international border, in the long run population growth

may drive divergences in results. For the analysis presented in this paper we construct estimates

of average spending for each month between January 2019 and December 2021. Although data

does exist prior to January 2019, we start the series here due to lower categorisation rates in

the period before (see Figure 6). We do not seasonally adjust the data, primarily because our

time series is not long enough to do so, but also because it is important to test whether the

illion data captures seasonal variation.

Figure 6: The categorisation rate possesses a structural break after January 2019.
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4.1 Weighting Methodology

To estimate the average spending per capita we employ a post stratification weighting method-

ology (Royal 2019) utilising the available demographic information (namely gender, state, in-

come and centrelink status). Post-stratification weighting is typically employed in surveys to

overcome sampling bias amongst some demographic groups. Weights are generated so that

the joint distribution of these demographics in the illion sample reflect the population joint

distribution. To our knowledge, this approach to estimation on bank transaction is unique

amongst the existing literature. The reason for employing this approach is that users in the

dataset are determined by the types of customers who apply for credit products with illion’s

clients, influencing the distribution of both observable and unobservable characteristics. For

example, Accenture (2020) reports that 67% of users of the BNPL provider Afterpay are female,

a statistic that may be reflected in the BNPL clients in our sample. Ignoring the demographic

skews generated from the data generating process could result in bias if different groups possess

differences in spending levels or trends.

Figure 7 demonstrates how the marginal distributions of these demographic variables differ

from an estimate of the Australian population using the ATO 2% tax file, a random sample

of taxpayers from the 2018/2019 financial year. We plot the distribution across the four char-

acteristics used in our weighting procedure: gender, state of residence, income (grouped into

discrete buckets) and centrelink status (whether they received at least one centrelink payment

in their observation window). These results suggest that the illion data tends to over-sample

individuals at the lower end of the income distribution and those who receive Centrelink pay-

ments1. Moreover, the distribution of observable characteristics in the dataset changes through

time as new users enter the sample. Thus, the weighting methodology keeps the composition

of these groups consistent. We employ the weighting methodology as follows.

Let G denote the set of all demographic characteristics in the cartesian product of Gender,

State, Income and Centrelink status. For a given set of demographic characteristics X ∈ G,
1Note that although Figure 7 suggests the dataset significantly oversamples Centrelink recipients, this may

be due to several factors. Firstly, the month chosen for reference is June 2021, a period when many Australians
were receiving Centrelink payments due to the outbreak of the COVID-19 Delta variant. Moreover, the ATO
Tax File is pre-COVID information, whereas the number of people receiving Jobseeker had grown by 40% by
June 2021 relative to the pre-COVID average (DSS 2022).
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Figure 7: Examples of the dis-balance in demographic variables that arise through
selection bias present in the illion data. Our weighting methodology corrects for this by

re-balancing demographic variables to reflect the population distribution.

the non-parametric estimator of their probability is given by:

P̂ r(X) =

∑n
i=1 1[i ∈ X]

n
=

nX

n
(1)

Using the ATO 2% tax file for our estimate of the population, we use (1) to estimate the

probability of observing demographic characteristics X in both the illion data and the ATO

tax file. The post-stratification weight is then given by:

wX =
P̂ rA(X)

P̂ rI(X)
=

nA
X

nI
X

nI

nA
(2)

where A denotes the population distribution (from the ATO sample) and I denotes the dis-

tribution from the illion data. As the composition of the illion data changes continually, this

weight is re-calculated monthly. Moreover, we assume that the ATO sample provides a consis-

tent estimate of the population, and the joint distribution of these characteristics are relatively

unchanged through time. Evidently, all individuals within the same demographic group receive

the same weight.
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Let nI
X be the number of users observed in demographic group X in the illion data. Then

denote S = {X ∈ G : nI
X > 0}, the set of demographic groups which are observed. The

weighted average is then calculated as follows, first re-scaling the weights so they sum to one:

ẇX,i =
wX,i∑

X∈G
∑

i∈X wX,i

=
wX∑

X∈S wXnI
X

(3)

since wX,i = wX ∀i ∈ X. Then for category Y, the weighted average per person is given by:

WA(Y ) =
∑
X∈G

∑
i∈X

yX,iẇX,i

=
∑
X∈S

ẇXyX

=
∑
X∈S

wXyX∑
X∈S wXnI

X

=
∑
X∈S

nA
X ȳX∑

X∈S n
A
X

=
∑
X∈S

ȳXP̃ rA(X)

where P̃ rA(X) =
PrA(X)∑

X∈S PrA(X)
. Therefore, WA(Y ) reduces to a weighted average of sam-

ple means for each demographic group, with weights given by the (re-scaled) probabilities of

observing each demographic group in the population.

5 Results

We now present the estimates from the illion data, comparing it against three distinct data

sources: the ABS Retail Trade survey, RBA Payment Statistics and the ABS Monthly House-

hold Spending Indicators. This section presents the performance of our estimates across a

variety of spending categories at both the state and national level as well as month-on-month

percentage changes. Furthermore, given that the illion data is backwards looking in nature and

information builds over time, we will also assess how the estimates change across information

sets.
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5.1 Assessing goodness of fit

In comparing the estimates from the illion data against other data sources, it is important to

consider what constitutes a ‘good’ fit. For our purposes, goodness of fit will be assessed in

relation to the level of co-movement (using Pearson correlation) and prediction error through

the bias and average deviation length (using mean deviation and mean absolute deviation).

Prediction error is defined to be ε = Y − Ŷ , where Y is the target parameter (e.g. ABS Retail

Trade) and Ŷ is the illion estimate. Figure 8 presents three examples of possible relationships

between series. From the examples in Figure 8, which of the green series is considered ’best’

against the blue is subjective, depending on the context and relative weight an analyst places

between correlation and prediction error. For example, if one put a higher weight on correlation

then Figure 8a might be considered the best. However, if an analyst only cared about predic-

tion error, then Figure 8c may be considered better than Figure 8a due to a smaller average

deviation. For comparison across averages and totals we index series against the 2019 average

(using an average over multiple months as the goodness of fit is sensitive to how well the base-

line value is estimated). Thus, for all results presented below prediction error is interpreted in

terms of percentage points.

(a) Perfect correlation, high
prediction error

(b) Moderate correlation, low
prediction error

(c) Negative correlation,
moderate prediction error

Figure 8: Correlation and prediction error can be used to summarise how well the illion
series perform against comparable ABS datasets.

5.2 ABS Retail Trade

The ABS Retail Trade is a monthly survey of Australian businesses, surveying approximately

700 large and 2700 smaller businesses. For more detail on the methodology behind the survey,

see ABS and ABS (2022). With coverage at the national level it is a well trusted source of

information on consumer spending by Australian policymakers, making it an ideal point of

comparison.
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Before presenting the results, I discuss key methodological differences between the data sources.

The most significant difference is the nature of how spending is measured by each. The ABS

Retail Trade survey observes total revenue from a sample of merchants, whereas the illion

data observes total spending from a subset of the population of consumers. Moreover, whilst

the ABS Retail Trade can measure spending with a high degree of accuracy, breaking down a

merchant’s total revenue into its sub channels of consumer spending, our approach maps trans-

actions (categorised by merchant name) to spending categories. For example, when surveying

a petrol station Retail Trade surveyors can decompose both card and cash revenue as well as

fuel and non-fuel retailing. Comparatively, only card transactions can be mapped to spend cat-

egories (imperfectly through categorisation error) and the total amount of a line item cannot

be decomposed. Secondly, structural differences in spending taxonomies may drive differences

in spending classification. As a business’s ANZSIC code is non-public information, merchants

were assigned to spending categories in our Spending Taxonomy manually by a human analyst

(discussed in Section 4.1). Therefore, it is possible that merchants may be assigned to different

spending categories between the two classification systems. To overcome this we focus on high

level spending categories as differences in classification are likely to be most pronounced at

a more granular level. This is highlighted by Table 4; for example, we create the high level

category “Non-food retailing” due to difficulty in matching household goods spending between

both data sources.

Figure 9: Our weighting methodology increases the performance of our estimates across
both Indexed and Month on Month Percentage Change series in terms of both

correlation and prediction error.
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We start by presenting estimates at the national level, constructing both unweighted and

weighted estimates to highlight the utility of our weighting methodology. Unweighted esti-

mates are calculated as the total amount of spending observed in a month divided by the total

number of consumers observed (in all categories, to account for non-spenders). The correlation

estimates between the series are summarised by Figure 9. Firstly, we note that the unweighted

perform decently, recording moderately strong correlations between 0.54-0.79. Moreover, as

shown by Figure 17a the illion data well captures the strong seasonality around Christmas for

Non-Food retailing and Departments stores. Proceeding to the month-on-month percentage

changes, the results improve uniformly across all categories. As shown by Figure 9, correla-

tions increase to moderately strong levels for all series. Moreover, the size of the bias tends

to be very small (within a single percentage point), with a mean deviation between 5 and 13

percentage points, a significant improvement over the indexed series. However, proceeding to

the weighted estimates, we observe that our weighting methodology uniformly improves the

results over and above the unweighted estimates for both the indexed and month on month

percentage changes. Correlations increase between 12%-32% for indexed series and 16%-45%

for percentage changes. Furthermore, although there is no uniform improvements in the level of

bias, the mean distance decreases between 1.9-5 p.p for the indexed series (with the exception

of Food retailing, slightly increasing by 0.19 p.p) and 1-4.5 p.p for percentage changes. This is

due to the weighting methodology moderating large month-to-month changes (as seen by com-

paring Figures 17b and 18b) likely driven by the changing composition of the sample. Overall,

the results demonstrate the utility of the weighting methodology. From this point forward all

estimates presented are weighted.

We then proceed to the state level estimates against the Retail Trade, results for the category

‘Total (Industry)’ are summarised by Figure 10 (results for all categories can be seen in Figures

19 and 20). There is considerable variation in correlation estimates across states and spending

categories. For the indexed series, correlation tends to moderate to strong in all states apart

from Tasmania and the Northern Territory, which compose a small percentage of the sample

(see Figure 7). As with the national estimates, correlation is strongest for Department stores

and weakest for Food retailing. For month-on-month percentage changes, correlation estimates

increase for most states, with a significant decline in prediction error. Even the results for

Tasmania and the Northern Territory increase to moderately strong levels (apart from Non-
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food retailing). Looking at Figure 20, all series exhibit bias within 1 p.p (apart from three

series with large outliers in the ABS series), with mean deviation size of around 7 p.p on aver-

age across all series (omitting the three outlier series). These strong results suggest we capture

a large amount of regional variation in spending, adding further confidence to our methodology.

Figure 10: There is some variation in performance across states, but the results are more
consistent (with smaller error) for month on month percentage changes.

5.2.1 Constructing estimates in real time

Recalling that the illion dataset is backwards looking in nature, estimates of spending from pe-

riods in the near past will tend to change as new data enters the system over time. Information

grows over time as more users enter the sample, with ‘full information’ obtained approximately

90 days after the end of the month. The analysis presented in the previous sections for state and

national estimates were constructed using all available information, thus, the question arises

as to whether the previous analysis is robust to the level of information attained. Obviously,

waiting 90 days to reach the full level of information would make any illion estimates less timely

than ABS Retail Trade publications (preliminary results are published by the ABS approxi-

mately four to eight weeks after the end of corresponding month).
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To answer this question, we re-construct our estimates of spending utilising data from users

Figure 11: Although the sample size in our cleaned sample is large, the backwards
looking nature of the dataset means it takes time for the sample to build.

who entered the sample x weeks after the end of the month. Figure 11 shows a series of vintages,

corresponding to what the sample size looks like for a given month x weeks after the end of the

month. Although, the speed at which the sample builds can differ significantly over time, at

the median it takes only 3 weeks for sample to build to 25 000 consumers. Moreover, looking

at the median number of weeks it takes to reach a given sample size, it tends to double every

2 weeks.

Figure 12 summarise the performance of illion estimates across time against ABS Retail Trade

at the national level. Starting with the correlation results for the indexed series, for categories

Department stores, Non-food retailing and Total retailing there is no discernible effect of the

level of information on the magnitude of correlation. Although the correlation moves around

a bit more for cafes and food retailing, in particular between the first and second week, there
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does not seem to be a systematic relationship between the information level and the correlation

estimate. However, it should be noted that for all series apart from cafes and restaurants, the

level of prediction error grows.

Similar to the indexed results, the level of correlation is quite strong across all the lagged

series. The level of information accumulated has no clear effect on the estimated correlation for

month-on-month percentage changes, neither uniformly increasing or decreasing as the sample

size grows. Furthermore, there is no consistent effect on the estimated prediction error, for

three of the series (food, non-food and total retailing) the prediction error slightly declines as

sample size grows. Conversely, the prediction error slightly grows for cafes and department

stores. Looking at Figure 21 which plots each series against one another, there is often no dis-

cernible visual difference between each of the estimates, particularly for the percentage changes.

Overall, these results suggest that the marginal effect of additional weeks of data is minimal

in terms of our predictive power, suggesting the illion data performs well without relying on a

long time lag for the sample to build.

5.2.2 Online Retailing

Since 2013 the ABS has collected and published an experimental series on online retailing,

split between food and non-food spending. Whilst cash spending at brick and mortar stores is

unobserved in the illion data, potentially impacting our estimates when the relative utilisation

of cash and card changes, all online transactions are hypothetically observable making the

online retailing series an ideal point of comparison. This suggests that the performance of the

illion data should improve over and above the strong results we have already seen. However,

some key methodological differences may pose an obstacle to this:

� What constitutes an online transaction, for example click and collect? In the ABS Retail

Trade, surveyed merchants determine what to report as online revenue (for example, click

and collect services) (ABS and ABS 2022).

� Challenges in identifying online transactions outside of pure-play online retailers.

� The country of origin for a transaction. The ABS only measures purchases from Aus-

tralian employing retailers.
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Figure 12: National results are fairly consistent across time, particularly for month on
month percentage changes, adding confidence to constructing results in real-time.

In an attempt to overcome some of these issues, we define online transactions in the illion data

as follows. Online non-food transactions are defined as any transaction made by a select set of

large pure online businesses (e.g. Amazon, Ebay, Microsoft) or any non-food transaction with

the keywords ’online’ or ’paypal’ in the transaction description (capturing transactions such

as Myer Online). Similar textual analysis is applied to capture online food transactions (to

capture Coles/Woolworths online transactions) as well as including food delivery services (e.g.

Uber Eats) and pre-prepared meals (e.g. Lite N Easy).

Figure 13 presents the performance of the illion data against ABS Online Retailing estimates.

The indexed series show that the illion data co-moves extremely closely with the ABS data,

despite some large divergences in levels. This suggests that although our definition of online

transactions is naive, it captures changes in online retail spend well over the sample period.

However, when looking at month-to-month percentage changes, the results declines slightly

but still exhibits moderately strong performance. I hypothesise that this is because our naive
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Figure 13: Online retailing results. First row: Indexed series. Second row: Month on
month percentage change. Third row: Year on year percentage change.

definition of online retailing is likely to miss online spending at brick and mortar retailers that

do not possess clear indicators of online spending in their transaction descriptions.

5.3 Monthly Household Spending Indicator

Starting in December 2021, the ABS began publishing an experimental series of household con-

sumption constructed from aggregated de-identified data provided by Australian banking and

financial institutions. Similar to e61’s Spendtracker, this series aims to provide more timely in-

sights into household expenditure than other competing series such as the quarterly household

final consumption expenditure series or Retail Trade survey. Furthermore, the ABS Household

Spending Indicator is more comprehensive than previous ABS datasets, publishing spending

categories for both goods and services. Previous research by the ABS has demonstrated that es-

timates utilising the aggregated bank transaction data performs well against quarterly national

accounts data (ABS 2021). In theory, the nature of this data source being constructed from

bank transactions makes it an ideal point of comparison for our own methodology. However,
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differences in estimates should be treated with caution. For example, ABS applies residual cat-

egory adjustment and conducts quarterly benchmarking to the HFCE which we do not apply to

our own series. Moreover, as with the ABS Retail Trade results, differences in the classification

of spending may be reflected in the results. The ABS utilises the Classification of Individual

Consumption by Purpose (COICOP) (DESA 2018) which differs significantly from our Spend-

ing Taxonomy, but we have attempted to replicate based on the closest equivalent category

(see Table 3 for a comparison of the two classification systems).

Figure 22 compares our methodology against the ABS Spending Indicator. Starting with the

indexed results, the correlation varies from moderates levels of 0.48 for household furnishings

expenditure to near perfect positive correlation for hotels, cafes and restaurants. Somewhat

unsurprisingly, the correlations estimates tend to be higher amongst categories that are easier

to match between the two taxonomies. For example, for Transport the COICOP taxonomy

includes motor vehicle purchases where as our taxonomy omits it. For the month on month

percentage changes, with the exception of categories ‘Furnishings and household equipment’

& ‘Recreation and culture’, the correlation estimates increase in magnitude. Furthermore, the

series with the strongest correlation track closely visually (shown in Figure 22), suggesting that

despite our differing methodological approaches, the data sources correspond well with one

another for period-to-period changes.

5.4 RBA Payment Statistics

In our last set of results we compare volume and value of ATM Withdrawals against RBA

Payment Statistics. Retail Payment Statistics are published monthly by the Reserve Bank

of Australia from data collected from Australian financial institutions and payment service

providers. Further information on the methodology behind the RBA’s reporting can be found

at Mitchell and Wang (2019).

We compare the illion data against the ”domestic cash withdrawals by debit cards” series

from Table ‘C4.1: ATMs - Original Series’. We choose to compare against this series as all

observations in the illion data are from Australian residents and the closure of borders during

COVID-19 means there would have been very few overseas withdrawals observed in the data.

The results presented are robust to including withdrawals by credit and charge cards as they
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Figure 14: There is greater variation in results across categories relative to the ABS
Retail Trade, likely driven by structural differences in spending classification between

COICOP and our Spending Taxonomy.

constitute a very small percentage of ATM withdrawals. The results are presented in Figure

15. For the indexed series, the illion data correlates strongly for both value and volume of

withdrawals. Similar to the other data sources present previously, this correlation grows even

stronger when looking at month-on-month percentage changes. However, the sign and magni-

tude of the bias suggests we tend to over-estimate across all series, particularly after the onset

of COVID-19. In particular, this seems to be driven by deviations between May and July of

2020 as otherwise the series track closely visually.
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Figure 15: illion (weighted estimates) vs RBA Payment Statistics on ATM Withdrawals.
First row: Indexed series. Second row: Month on month percentage change.

6 Conclusion

This technical document presents the methodology behind a new indicator of consumer spend-

ing in Australia, the Spendtracker. Constructed from bank transactions provided by credit

bureau illion, this paper has discussed the methodology behind its construction and assessed

its reliability. We assessed the performance of Spendtracker against other existing data sources

on consumer spending such as the ABS Retail Trade, RBA Payment Statistics and the ABS

Monthly Household Spending Indicator, concluding that it performs well across several spend-

ing categories and geographic granularity, particularly for month-on-month percentage changes.

Moreover, we determined that the Spendtracker can produce reliable estimates of consumer

spending in real-time (or close to real-time) without significant losses in predictive power or

large increases in prediction error. This suggests that bank transaction datasets, like the one

maintained by illion, can construct timely and reliable information on the spending behaviour

of the Australian population, contributing to the growing literature on the use of alternative
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data sources for producing economic statistics.

In the future we plan to continue to develop the Spendtracker and investigate how we can

provide further insights from the data. This could include: new spending categories, time series

at a monthly frequency or state level estimates in addition to the national series. Furthermore,

we will also investigate methods to further improve the performance of the Spendtracker, such

as exploring alternative data sources (such as Census 2021) to provide more accurate inference

on the population through our weighting methodology.
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A Robustness Checks

A.1 Quasi-seasonally adjusted results

Although the results reported in the main body of this paper suggest a strong correlation be-

tween the estimates from the Spendtracker and official statistics, our results in some series

may be inflated by seasonal factors within the data. For example, as seen by the time series

charts (such as Figure 18) strong seasonal factors can be observed around Christmas time in

the Department Stores series. To test how much our results are driven by seasonality, we con-

struct a quasi seasonally adjusted series using the ratio of the original and seasonally adjusted

series from the ABS Retail Trade, recovering the seasonal factors. Using this, we deflate our

Spendtracker estimates from each category. The results of which are shown in Figure 16.

The results in Figure 16 suggest that seasonal factors inflate the performance of our estimates

for some categories, the seasonally adjusted series tend to have similar prediction error, with

lower correlation estimates. The decline in correlation tends to be stronger in the Indexed series

than the Month-on-month percentage changes. However, the magnitude of this decrease is not

the same across all categories. In particular, the correlation for categories ‘Cafes, restaurants

and takeaway food services’ and ‘Department stores’ remain strong at 0.76 and 0.7 respectively.

Although these seasonal adjustments has varied results across categories, we should not rush to

judgement that the previous analysis presented is wrong. Importantly, the two datasets possess

non-identical seasonal patterns due to their very different sampling designs and data generat-

ing process. For example, differences in seasonal patterns may be driven by the categorisation

process prevalent in the illion data. Therefore, more time is needed to establish seasonality

in the Spendtracker, particularly as seasonally adjusting the estimates is made difficult by the

shortage of pre-COVID data and structural breaks in seasonal patterns through the COVID-19

pandemic.
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(a) Indexed series (b) Month on month percentage change

Figure 16: Seasonally adjusted vs original estimates, against ABS Retail Trade at
national level.

B Appendix Charts

This section contains additional information about the Spending Taxonomy and the time series

charts referenced in the results section.

B.1 Results - ABS Retail Trade
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Two digit category Three digit categories

CURRENT HOUSING
COSTS

Rent payments, Mortgage repayments, Rate payments,
House and contents insurance, Other current housing costs,
Home improvements

UTILITIES Domestic power and water, Telecommunications

FOOD AND BEVERAGES
Supermarkets, Convenience stores, Specialty stores,
Alcoholic beverages, Tobacco products,
Meals out and fast foods, Food delivery, Preprepared meals

RETAIL
Department stores, Clothing stores, Miscellaneous retail stores,
Consumer electronics, Household furnishings and equipment,
Office equipment

HOUSEHOLD AND
PERSONAL CARE SERVICES

Household services, Child care services,
Personal care services

MEDICAL CARE AND
HEALTH EXPENSES

Health practitioner’s fees, Medicines, pharmaceutical products
and therapeutic appliances, Other medical care
and health expenses

TRANSPORT
Private transport, Rental vehicles, Public transport
and rideshare, Fares (excluding holidays and public transport),
Postal, delivery and freight charges, Fuel

INSURANCE Insurance nfd, Accident and health insurance, Car insurance

RECREATION
Digital goods and subscription services, Gambling,
Memberships and tickets, Holidays, Animal expenses,
Other miscellaneous recreation

EDUCATION
Education fees for primary and secondary schools,
Tertiary and other education fees,
Vocational Education fees

Table 3: illion Spending Taxonomy
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ABS Retail Trade (ANZSIC 2006 classes) illion Spending Taxonomy
New
category

Category Subcategory
Closest equivalent
subcategories

Non-food
retailing

Household goods
retailing

- Furniture, floor coverings,
houseware and textile
goods retailing
- Electrical and electronic
goods retailing
- Hardware, building and
garden supplies retailing

- Household furnishings
and equipment
- Consumer electronics
- Office equipment

Clothing, footwear
and personal
accessory retailing

- Clothing retailing
- Footwear and other
personal accessory
retailing

- Clothing stores
- Miscellaneous
retail stores
- Watches, clocks
and jewellery

Department stores - Department stores

Other retailing

- Newspaper and
book retailing
- Other recreational
goods retailing
- Pharmaceutical, cosmetic
and toiletry goods retailing
- Other retailing n.e.c

- Miscellaneous
retail stores
- Books, newspapers,
magazines and other
printed material
- Medicines, pharmaceutical
products and therapeutic
appliances
- Memberships and tickets
- Other miscellaneous
recreation
- Office equipment

Table 4: Comparing ABS Retail Trade and illion taxonomies of spending classification
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(a) Indexed series

(b) Month on month percentage change

Figure 17: Unweighted estimates for illion vs ABS Retail Trade at National level.
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(a) Indexed series

(b) Month on month percentage change

Figure 18: Weighted estimates for illion vs ABS Retail Trade at National level.
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B.2 Results - Constructing estimates in real time

(a) Indexed series

(b) Month on month percentge change

Figure 21: Weighted estimates for illion using x weeks of data after the end of each
month against ABS Retail Trade at National Level.

B.3 Results - ABS Monthly Household Spending Indicator
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(a) Indexed series

(b) Month on month percentage change

Figure 22: illion (weighted estimates) vs ABS Monthly Household Spending Indicator.
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